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Abstract
This is a report of an investigation into suitability of the visual features produced by a Convolu-
tional Neural Network (CNN) for recognition of objects and their properties via an Inhibition of
Return (IOR) mechanism. We train a linear model on visual features using Conditional Principal
Component Analysis (CPCA) rule with a simple IOR to produce a sequence of activity in response
to a single input stimulus. After training on a synthetic/ localist representation of the visual fea-
tures, the model recognises objects and pays attention to it most unusual properties. However, the
same IOR mechanism does not reliably prioritise recognition of the object type nor its most unusual
attribute after training on CNN features derived from real images. Our main conclusion is that the
distributed representation of the CNN features is not suitable for the proposed IOR.

1. Introduction

Studies of the ventral visual processing pathway, and computational models of this pathway, focus
on its roles in object classification (That’s a dog!) and individuation (That’s Fido!). However,
classifying or individuating an object is often only the beginning of its visual analysis. Often,
our attention is drawn to particular properties of the object that are for some reason salient: for
instance, we might notice that the dog we are looking at is fluffy, or brown, or dirty. Such properties
are presumably also computed in the ventral pathway, since in many cases they also contribute
to decisions about category membership or identity: indeed, in many models of categorisation,
categories like dog and cat are nothing more than strongly correlated sets of properties Randall
et al. (2004). But the ventral mechanism that draws our attention to specific properties of an object
has not received much study. In this work, we explore the a simple computational model of this
mechanism and examine its performance on real image data. The core idea in our model is that
after an object has been classified as a particular type, its properties are attended to by inhibiting the
properties associated with prototypical objects of this type. For instance if an object is classified as
a dog, its properties are attended to by inhibiting the properties most commonly found in dogs. This
operation highlights properties that are unusual for objects of the identified type. The circuit that
implements this inhibition operation has something in common with the circuit that shifts the focus
of spatial attention through inhibition of return Posner et al. (1985), i.e. inhibition of the currently
dominant representation.
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For extraction of visual features from an image, we use a Convolutional Neural Network (CNN)
Droniou et al. (2015); Krizhevsky et al. (2012) trained on a set of colour images. The network’s
performance in classifying images of real objects is close to state-of-the-art, but here we focus on
results from a toy dataset of images of simple geometric shapes. There are several shapes (squares,
circles, triangles, pentagons and stars), which can be (solid or hollow), have a different shade of
colour (grey,red, blue,green,magenta,cyan or yellow) and have different textures (plain, striped or
dotted). In the training data there are statistical relationships between types and properties: for in-
stance, many triangles are solid, but only some of them are striped. The penultimate hidden layer
of the CNN (pre-trained using standard classification methods to recognise the objects and their
attributes from images) holds a rich, learned, high-dimensional representation of the objects’ visual
features. We use these features as input to a model trained with the Conditional Principal Compo-
nent Analysis (CPCA) O’Reilly and Manukata (2000) learning rule augmented with an Inhibition
of Return (IOR) mechanism. We show that the visual features coming from the CNNs penultimate
layer do not produce the desired sequence of output activity via the proposed CPCA+IOR learning.
More specifically, we found that:

• the real visual features relating to the object type are not dominant over other features,

• the distributed nature of those features does not permit saliency of the unusual attribute.

This report is structured as follows:

• section 2 describes the proposed IOR mechanism;

• section 3 introduces the geotext dataset, goes over the details of CPCA+IOR training, and
demonstrates how CPCA+IOR performs in on synthetic featurs;

• section 4 show some images from the geotext dataset, and the results of CPCA+IOR training
with the real visual features provided by the penultimate layer of a CNN;

• section 5 compares the localist vs. distributed representation of the synthetic vs. the real
feature vector space in terms of their suitability for the proposed IOR.

2. Inhibition of Return (IOR)

Figure 1 illustrates the principle of the proposed IOR. The computational model consist of a number
of artificial neurons (which we will refer to as inputs or input vector) connected through weights
to several output neurons (which we will refer to as outputs). For a given input vector, there are
several phases where the outputs compete for the chance to drive the IOR. In each phase the output
with the highest activity is deemed to be “on”, while the activity of all other outputs is suppressed.
Then IOR takes place, where the weights of the winning output are subtracted from the input. The
modified input is used for the next phase with a new competition, which excludes the winners of the
previous phases. In more detail, in the first phase, p = 1, the jth output is computed as follows:

yj,[1] = frelu(wjx
T − τ), (1)

where x ∈ (0, 1)M is a row vector consisting of M visual features, wj ∈ RM is a row vector
of weights connecting these features to output j, yj,[1] is the activity of output j for phase p = 1,

2
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Figure 1: IOR operation of a model with input layer consisting of M = 4 features and 3 outputs;
given the three weight vectors shown on the left and the feature vector x = [1, 0, 1, 1], neuron 1
(highlighted in green) is the winner of phase p = 1; in phase p = 2 the input becomes x−w1 and
in that phase the winner is neuron 3; in phase p = 3 the input is x − w1 − w3 and the winner of
that phase is neuron 2; thus the sequence of activity for x = [1, 0, 1, 1] in this example is output on
enurons 1, 3 and 2.

frelu(v) = max(0, v) is a Rectifier Linear Unit (ReLU) function, and τ ≥ 0 is a fixed bias indicating
the minimum activity v required for the output to be non-zero. The output with the highest non-
zero activity is declared the winner of the phase. Let’s suppose it’s output k. The winning output’s
weight vector is subtracted from the input like so:

x[2] = x−wk, (2)

where x[2] becomes the input vector for the second p = 2 phase, and wk is the weight vector of the
winning output from the previous phase. The premise is that this subtraction operation will suppress
the input features corresponding to a prototypical exemplar of the object identified in phase p = 1,
leaving only the information about the deviation of the observed object from the learned prototype.
The activity of the jth output in the second phase becomes:

yj,[2] = σ
(
wjx

T
[2] − τ

)
. (3)

This process can continue into further phases, thus generating a sequence of output activity until all
the output is zero. The general equation for the jth output at phase p is then:

yj,[p] = σ(wT
j x[p] − τ), (4)

with the IOR defined as
x[p] = x[p−1] −w[p−1], (5)

where w[p−1] is the weight vector of the winning otuput from phase p− 1, and the first phase input
is the unmodified vector of features x[1] = x.

2.1. IOR through the bias

It is probably worth noting that the proposed IOR mechanism can be implemented via changes to
the bias of the outputs without modifying the input vector. By recursive substitution for xp from

3
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Equation 5 into Equation 2, we get

yj,[p] = σ
(
wjx

T
[p] − τ)

)
= σ

(
wj

(
xT −

p−1∑
k=1

wT
[k]

)
+ τ

)

= σ

(
wjx

T −
p−1∑
k=1

wjw
T
[k] + τ

)
= σ

(
wjx

T − τj,[p]
)
,

(6)

where τj,[p] = τ +
p−1∑
k=1

wjw
T
[k], and w[k] for k = 1, ..., p− 1 are the weights of the winning outputs

from the previous phases. The dot product of the weight vector and the input x remains the same. It
is each output’s bias that changes in each phase by negative of the dot product between the weights
of output j and the weights of the last winner. This is an alternate implementation of the same IOR
mechanism.

3. Working in the abstract

In the first part of the work we tested our IOR mechanism using synthetic features for the model
input x.

3.1. Labels of the geotext dataset

We have created a dataset of images of object with various properties – we will refer to it as the
geotext (geometric-textured) dataset. A given object in the dataset is described by 4 (out of 17 in
total) attributes, which we have grouped into 4 categories:

• object type: star, square, pentagon, triangle, circle;

• property of solidity: solid, hollow;

• property of colour: grey, red, blue, green, magenta, cyan, yellow;

• property of texture: dotted, plain, striped.

The attributes within a given category are exclusive, which means that an object cannot be, for
instance, both solid and hollow.

For the first two experiments presented here, the input features were derived from the labels, and
not from the image. Therefore, these features are synthetic - clean, “perfect”, and not real image
features. The input vector is just a zero-one vector x ∈ {0, 1}M , where M = 17 is the total number
of features, each indicating a presence (with a 1) or absence (with a 0) of a given attribute – see
Table 1 for examples.
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Label vector t as well as feature vector x
True Object type Properties

attributes Solidity Colour Texture
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triangle, solid, red, dotted 0 0 0 1 0 1 0 0 1 0 0 0 0 0 1 0 0
circle, hollow, green, plain 0 0 0 0 1 0 1 0 0 0 1 0 0 0 0 1 0

square, hollow, grey, striped 0 1 0 0 0 0 1 1 0 0 0 0 0 0 0 0 1

Table 1: Examples of label vectors with K = 17 components conveying information about the type
and properties of objects in the geotext dataset.

3.2. CPCA training

The learning algorithm we use for our IOR model is based on Conditional Principal Component
Analysis (CPCA) O’Reilly and Manukata (2000). A fully connected layer of weights between input
and outputs is initialised with values drawn randomly from Gaussian distribution N (0.5, 0.001) –
with mean of 0.5 and standard deviation of 0.001. During training, the weight vector of the winning
output of phase p, is adjusted like so:

w[p] := w[p] +
α

M
∆w[p], (7)

where 0 < α < 1 is the learning parameter (normalised by M to keep α independent of the size of
the input vector), and ∆w[p] is

∆w[p] = yk,[p](x[p] −w[p]). (8)

The weights of the non-winning outputs are not updated. The essence of the CPCA learning rule
is that the weight vectors of the winning outputs are modified to be more like the input. Over the
course of training, a particular weight wij connecting input xi to output yj tends towards average
value of xi from all instances when yj was the winner. This establishes the degree of dependence
of yj on a given feature xi1

By design, CPCA supports unsupervised training – the labels are not required in order to deter-
mine the winner of the competition, which drives the IOR as well as the weight updates. However,
in this study we are interested in exploring the viability of our simple IOR mechanism in the best
case scenario. Therefore we will give our model the best chance to learn the correct IOR by train-
ing it in the supervised mode. In all the experiments the CPCA+IOR model will have K = 17
outputs and during training, given a label vector t ∈ {0, 1}K , only the outputs with corresponding
tj = 1 will be allowed to participate in the competition. For example, if the input x represents a
solid cyan dotted triangle, then the winners will be picked from among the outputs that correspond
to the solid,cyan, dotted and triangle attributes (the correspondence being predetermined prior to
training). Figure 2 illustrates this method of training. Naturally, once trained, no restrictions are

1. Note that for xi ∈ {0, 1}, that is when xi can take only values of 0 or 1, wij converges towards p(yj |xi) – the
probability of neuron j being the winner given xi = 1; hence the the weight values are initialised to values ∼ 0.5 to
indicate the 50/50 chance that an output might depend on a given feature.

5
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Figure 2: Illustration of supervised CPCA training - in each phase of the IOR, only neuorns yj for
which the corresponding component of the label vector ti = 1 are allowed to win and have their
weights update; in this case only neurons y1, y3 and y17 are allowed to win, and after y3 winning
phase p = 1, only neurons y1 and y17 are allowed to win phase p = 2.

Object Properties
type Solid Color Texture

solid hollow grey red blue green magenta cyan yellow dotted plain striped
star 51% 49% 14% 16% 14% 14% 12% 15% 15% 35% 33% 32%

square 23% 77% 14% 13% 15% 14% 14% 16% 13% 32% 34% 34%
pentagon 51% 49% 13% 14% 15% 14% 14% 13% 18% 34% 32% 34%

triangle 50% 50% 14% 15% 14% 13% 15% 15% 14% 45% 42% 13%
circle 50% 50% 15% 16% 16% 18% 15% 15% 4% 34% 31% 34%

Table 2: Distribution (in percent of the training examples) of the attributes in the training data; note
that percentage for a given category of property adds up to a 100%; also notice that the solid squares,
yellow circles and striped triangles are rare.

placed on which outputs can win the competition, thus allowing us to test the true performance of
the model. We will refer to this unrestricted mode of operation as the free competition mode.

3.3. Unusual properties

The training subset of the geotext dataset consist of N = 6585 objects with an even distribution
five geometric shapes. This means that the training set is composed of an equal amount (1317 to be
exact) of stars, squares, pentagons, triangles and circles. The properties of these objects have been
selected in such a way that solid squares, striped triangles and yellow circles are rare - see Table
2 for details on the property distribution.
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Train Test
N = 6586 N = 10000

Total error 15.72% 12.45%
1 attribute error 15.72% 12.45%
2 attributes error 0% 0%
3 attributes error 0% 0%
4 attributes error 0% 0%

Table 3: Classification error after CPCA IOR
training (for experiment 1).

Figure 3: Proportion of winners in different
phases of IOR by category (for experiment 1).

3.4. Experiment 1: CPCA+IOR on geotext with synthetic features

In this first experiment, the input vector x was identical to its corresponding label vector t, with
M = K = 17. Hence, each component of the input corresponded to a single feature indicating
presence (with a 1) or absence (with a 0) of a given attribute. The training lasted 200 epochs. In
each epoch the model was exposed to all N = 6585 inputs in random order. The output of the
model was computed according to Equation 2 with τ = 0.001. During training, in each phase the
only outputs participating in the competition where those where the corresponding component of
the label t was 1. The weights of the winning output were updated after each IOR phase according
to the rule given in Equation 7, with α = 0.001. For a given training example, there were up to
4 IOR phases (updating the winning output’s weights after each phase) unless the activity of all
the outputs allowed to compete was 0, in which case IOR terminated and the training moved on
to the next example. The results presented here are for the best model chosen out of 5 training
trials. The best model corresponds to one with the lowest classification error when run in the free
competition mode. The classification error was measured as the percentage of the total number of
examples where not all 4 true attributes (according to label t) emerged as the winners of all phases of
IOR. The computation of the classification error does not take the order of the attributes, emerging
through the sequence of phases of IOR, into account. The classification error can be broken down
further into cases with a single, two, three or four mislabelled attribute(s). The test set consisted of
10000 examples.

Table 3 shows the training error of the best of the 5 models. It makes mistakes on less than 16%
of the data and all of those are single attribute mistakes.

Since the synthetic features in this experiments are just the labels, we can designate individ-
ual components of the feature vector as x = [xstar, xsquare, . . . , xstriped], and the components of the
weight vector for output j as wj = [wj,star, wj,square, . . . , wj,striped], etc. Table 4 shows the weight
values for the connections between features in x and the output for different attributes. For instance,
the first row of the table shows the weight vector of the star output, wstar = [wstar,star, wpentagon,star, . . .].
Note that wstar,star = 0.8 and wstar,i is close to zero for i 6= star. This means that the star output is
most sensitive to the star feature, while being fairly indifferent to other features. At first glance this
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Weight Weight wj,i connecting feature i to output j
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wstar 0.8 -0.3 -0.2 -0.1 -0.1 0.3 -0.3 0.0 0.0 -0.0 0.0 -0.0 0.0 -0.0 0.1 -0.1 0.1
wsquare -0.3 0.6 -0.3 -0.1 -0.2 -0.4 0.1 -0.0 -0.1 -0.0 -0.0 -0.0 -0.0 -0.0 0.1 -0.2 -0.1

wpentagon -0.3 -0.3 0.7 -0.1 -0.1 0.3 -0.3 -0.0 -0.0 -0.0 0.0 -0.0 0.0 0.0 0.1 -0.1 0.0
wtriangle -0.0 -0.0 -0.0 1.0 -0.0 0.3 0.5 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.6 0.2 0.1
wcircle -0.1 -0.1 -0.1 -0.0 0.9 0.6 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.0 0.3 0.0 0.3
wsolid -0.1 -0.0 -0.1 -0.0 -0.1 0.3 -0.7 -0.1 -0.1 -0.0 -0.1 -0.0 -0.1 -0.0 -0.0 -0.2 -0.2

whollow -0.1 -0.2 -0.1 -0.1 -0.1 -0.6 0.1 -0.1 -0.1 -0.1 -0.1 -0.1 -0.1 -0.0 -0.1 -0.2 -0.2
wgrey 0.1 0.2 0.0 0.0 0.1 -0.1 0.5 0.9 -0.1 -0.1 -0.1 -0.1 -0.1 -0.0 -0.0 0.4 0.0
wred 0.1 0.1 0.0 0.0 0.1 -0.1 0.4 -0.1 0.9 -0.1 -0.1 -0.1 -0.1 -0.0 -0.0 0.3 0.0
wblue 0.1 0.2 0.1 0.1 0.1 0.1 0.6 -0.0 -0.0 1.0 -0.0 -0.0 -0.1 -0.0 0.0 0.3 0.4
wgreen 0.0 0.2 0.0 0.0 0.1 -0.1 0.4 -0.1 -0.1 -0.1 0.9 -0.1 -0.1 -0.0 -0.0 0.3 0.0

wmagenta 0.1 0.2 0.1 0.1 0.1 0.1 0.5 -0.1 -0.1 -0.0 -0.1 1.0 -0.1 -0.0 0.0 0.3 0.4
wcyan 0.0 0.2 0.0 0.0 0.1 -0.1 0.4 -0.1 -0.1 -0.1 -0.1 -0.1 0.9 -0.1 -0.0 0.3 0.0

wyellow 0.2 0.2 0.2 0.1 0.0 0.2 0.5 -0.0 -0.0 -0.0 -0.0 -0.0 -0.0 1.0 0.0 0.3 0.4
wdotted 0.3 0.2 0.3 0.0 0.1 0.3 0.6 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.9 -0.0 -0.0
wplain 0.2 0.1 0.2 0.2 0.1 0.7 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 -0.0 0.9 -0.1

wstriped 0.2 0.2 0.2 -0.0 0.1 0.3 0.5 0.2 0.2 -0.0 0.2 -0.0 0.2 0.0 -0.1 -0.1 0.9

Table 4: CPCA weights connecting the features to attributes for synthetic x with M = K = 17;
each row is a weight vector for a neuron corresponding to a particular attributed, the columns are
the components of those vectors that multiply different features in the input (for experiment 1).

seems right, but upon closer inspection it turns out that it’s not quite what CPCA+IOR training is
supposed to do. Since in this synthetic dataset, the feature xstar is always 1 whenever the label for
star attribute is 1, we would expect CPCA training to produce wstar,star = 1.0. Also, as evident from
Table 2, about half of the stars in the training data are solid and the other half are hollow, and so we
would expect CPCA training to produce wstar,solid ≈ wstar,hollow ≈ 0.5. The IOR mechanism is the
reason why these weight values in Table 4 are different. During the IOR phases of the supervised
CPCA+IOR training, the order of the sequence of the output winners emerges through the inherent
dynamics of the system. The weight vectors are initialised so that there is no inherent bias for par-
ticular category of features. This means that, unless there is some dominance of the object type in
the initial vector features, identification of the object may not necessary occur in phase p = 1. The
envisioned operation of the IOR mechanism should first identify the object, and only then follow
with recognition of its properties – starting with the most unusual.

Figure 3 shows the distribution of winners, grouped by the categories of the attributes, in the
different phases of the IOR. Note that the object type wins rarely (less than 20% of the time) in the
first phase.

8



IOR IN CONVOLUTIONAL NEURAL NETWORKS

Figure 4: Example of an input x for experiment 1 vs experiment 2.

Train Test
N = 6586 N = 10000

Total error 4.62% 3.52%
1 attribute error 4.63% 3.52%
2 attributes error 0% 0%
3 attributes error 0% 0%
4 attributes error 0% 0%

Table 5: Classification error after CPCA IOR
training (for experiment 2).

Figure 5: Proportion of winners in different
phases of IOR by category (for experiment 2).

3.5. Experiment 2: CPCA+IOR on geotext with synthetic features that boost object type

For this experiment we modified the representation of the information in the input by assigning three
identical components for each feature relating to the object type, as shown in Figure 4. Aside from
the change to the synthetic feature vector, the CPCA supervised training with IOR was exactly the
same as in the previous experiment.

Table 5 shows the classification error of the best performing model out of 5 training trials. It’s
lower than the error in Experiment 1.

Table 6 shows the weight values after the training. Note that the weight on the connections
between property features and property outputs in the first five weight vectors (those connecting the
input to the object type outputs) are consistent with the distribution of attributes shown in Table 2.
For example, there are about equal amount of solid and hollow stars in the training, and wstar,solid =
wstar,hollow = 0.5; only about 13% of triangles in the training data are striped, and wtriangle,striped =
0.1.

9
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Figure 6: CPCA+IOR output for a yellow striped square with typical hollow property (left column)
and unusual solid property (right column) with winners shown in different stages of IOR; note that
object type neuron wins phase p = 1 and the unusual property wins phase p = 2 on the right; note
that the hollow property is misclassified (shown in red) in p = 4 on the left (for experiment 2).

10
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Figure 7: CPCA+IOR output for a yellow solid triangle with typical dotted property (left column)
and unusual striped property (right column) with winners shown in different stages of IOR; note
that object type neuron wins phase p = 1 and the unusual property wins phase p = 2 on the right
(for experiment 2).
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Figure 8: CPCA+IOR output for a solid striped circle with typical red property (left column) and
unusual yellow property (right column) with winners shown in different stages of IOR; note that
object type neuron wins phase p = 1 and the unusual property wins phase p = 2 on the right (for
experiment 2).
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wstar 1.0 0.0 0.0 0.0 0.0 0.5 0.5 0.1 0.2 0.1 0.1 0.1 0.2 0.1 0.4 0.3 0.3
wsquare 0.0 1.0 0.0 0.0 0.0 0.2 0.8 0.1 0.1 0.1 0.1 0.1 0.2 0.1 0.3 0.3 0.3

wpentagon 0.0 0.0 1.0 0.0 0.0 0.5 0.5 0.1 0.1 0.2 0.1 0.1 0.1 0.2 0.3 0.3 0.3
wtriangle 0.0 0.0 0.0 1.0 0.0 0.5 0.5 0.2 0.1 0.1 0.1 0.1 0.1 0.1 0.5 0.4 0.1
wcircle 0.0 0.0 0.0 0.0 1.0 0.5 0.5 0.2 0.2 0.2 0.2 0.2 0.2 0.0 0.3 0.3 0.3
wsolid -0.0 -0.0 -0.0 -0.0 -0.0 0.6 -0.6 -0.0 -0.0 -0.0 -0.0 0.0 -0.0 0.0 0.2 -0.2 -0.1

whollow -0.0 -0.0 -0.0 -0.0 -0.0 -0.4 0.4 0.0 -0.0 0.0 -0.0 0.0 -0.0 -0.0 0.2 -0.1 -0.1
wgrey 0.0 0.0 0.0 0.0 0.0 -0.1 0.1 0.9 -0.1 -0.1 -0.1 -0.1 -0.2 -0.1 0.1 0.1 -0.1
wred 0.0 0.0 0.0 0.0 0.0 -0.0 0.0 -0.1 0.8 -0.1 -0.2 -0.1 -0.1 -0.1 0.1 -0.1 0.0
wblue 0.0 0.0 0.0 0.0 0.0 -0.1 0.1 -0.1 -0.1 0.9 -0.1 -0.1 -0.2 -0.1 0.0 0.1 -0.1
wgreen 0.0 0.0 0.0 0.0 0.0 -0.0 0.0 -0.1 -0.2 -0.1 0.8 -0.1 -0.2 -0.1 0.2 -0.1 -0.1

wmagenta 0.0 0.0 0.0 0.0 0.0 0.0 -0.0 -0.1 -0.1 -0.1 -0.1 0.9 -0.2 -0.1 0.1 -0.0 -0.0
wcyan 0.0 0.0 0.0 0.0 0.0 0.0 -0.0 -0.1 -0.1 -0.1 -0.1 -0.1 0.8 -0.1 0.1 0.1 -0.2

wyellow 0.0 0.0 0.0 0.0 0.0 -0.2 0.2 -0.1 -0.1 -0.1 -0.1 -0.1 -0.1 0.8 0.1 -0.0 -0.1
wdotted -0.0 -0.0 -0.0 -0.0 -0.0 -0.0 0.0 -0.0 0.0 -0.0 0.0 -0.0 0.0 -0.0 0.4 -0.2 -0.2
wplain -0.0 -0.0 -0.0 -0.0 -0.0 0.1 -0.1 -0.0 0.1 -0.0 0.0 -0.0 -0.0 0.0 -0.4 0.7 -0.2

wstriped -0.0 -0.0 -0.0 -0.0 -0.0 0.0 -0.0 -0.0 -0.1 0.0 0.0 -0.1 0.1 -0.0 -0.4 -0.3 0.7

Table 6: CPCA weights connecting the features to attributes for synthetic x with 3 features per
object type; each row is a weight vector for the output corresponding to a particular attribute, the
columns are the components of those vectors that multiply different features in the input, except
that w∗j,star, w

∗
j,square, w∗j,pentagon, w∗j,triangle, and w∗j,circle are averages of the 3 weights connecting the

3 features to output j (for experiment 2).

Figure 5 shows the distribution of the categories of the winners of the competition in different
phases of the IOR. Note that the object type attribute always wins in phase p = 1.

We can examine the IOR in more detail by observing the outputs of each phase of the IOR
operation for selected objects from the dataset. Figures 6–8 contrast the output of our model for
objects with the usual vs. unusual properties. These figures show that after recognition of the object
type in phase p = 1, the most unusual property emerges in the second phase of the IOR. Note that
for the typical exemplars of an object, the colour tends to be the earliest winner (after recognising
the type). This is because there are more colours in the colour category than there are textures in the
texture category or properties in the solidity category. Thus, an exemplar of an object of particular
colour will occur less often than exemplars objets with other properties in the training dataset.

This experiment demonstrates that, in principle, our proposed training and IOR mechanism
works. It produces a sequence of activity in response to a single input with the object type emerging
first followed by its properties with the atypical attributes being given priority over the typical ones.
We are noting that in order for the object type to emerge as the dominant in the first stage
of IOR, the features associated with the type have to be somewhat stronger than the features
relating to object properties.
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Figure 9: Sample of typical images from the geotext dataset.

4. Working with images

Having demonstrated that the proposed CPCA+IOR mechanism works on synthetic features, we
will now investigate how well it does on real features from geotext images.

4.1. Images of the geotext dataset

For this experiment we have created a set of 128x128 pixel colour images of geometric shapes with
choice of attributes from Table 2. The background is black (black colour corresponding to 0 input in
the RGB range) with figures occupying roughly the central position, but with a degree of variance in
their scale, rotation and their exact position. There is also some variability in the shades of particular
colour across different shapes. Figure 9 shows a 16-image sample from the geotext dataset.

Figure 10 shows a sample of the unusual exemplars of the images from the Geotext dataset. The
unusual objects are solid squares, striped triangles and yellow circles. The ratio of these shapes
with these particular properties in the training set is the same as that given in Table 2.

4.2. Visual Features

In the early stages of this project we investigated the suitability of the SIFT features Lowe (1999) for
the proposed CPCA+IOR training. We found that the SIFT features did not have a linear relationship
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Figure 10: Samples of atypical images from the Geotext dataset.

with the attribute labels we were interested in identifying, thus making them unusable for our simple
CPCA+IOR model. Instead, we decided to use the penultimate layer of a Convolutional Neural
Network (CNN) trained to identify the attributes in the geotext dataset. The penultimate layer
conveys information about the objects through features that are a linear transformation away from
the localist representation of the labels.

Figure 11 and Table 7 provide the details of our CNN architecture and its hyperparameters. The
activation functions used were frelu(v) = max(0, v), fsigmoid(v) = 1

1+e−v and flin(v) = v. The
CNN was implemented and trained using the Tensorflow library Abadi et al. (2015). The model
was initialised with random weights (sampled randomly from Gaussian distribution N (0, 0.1)) and
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Figure 11: CNN architecture for extracting visual features from images.

Layer Type Input Window Step Num Activation
dim size size filters function

1 conv 128x128x3 8x8 2x2 16 frelu(v)

2 maxpool 61x61x16 3x3 2x2 –
3 conv 30x30x16 5x5 1x1 64 frelu(v)

4 maxpool 26x26x64 3x3 2x2 –
reshape the 12x12x64 output of maxpooling to a 1x9216 vector

5 fc 1x9216 – – 1028 fsigmoid(v)

6 fc 1x1028 – – 17 flin(v)

Table 7: Architecture of the CNN for extraction of visual features from a 128x128 pixel colour
image; conv stands for convolutional layer, maxpool for max pooling and fc for fully connected.

to minimise the Mean Squared Error (MSE)

J =
1

N

∑
n

(y[6]
n − tn)2, (9)

where y
[6]
n is the 17-dimensional output of CNN’s Layer 6 in response to the nth image, and tn is

that image’s label in the format as shown in Table 1. Layer 6 bias was kept constant at 0 (to ensure
linear separability of the representation of the features from Layer 5 without the need for the output
bias, which is not used in CPCA). The network was trained on training data of N = 6585 examples
over E = 250 epochs with one update per min-batch consisting of 128 examples. The optimisation
was done using the Steepest Gradient Descent optimiser with a gradually decreasing learning rate
µε at epoch ε such that µ0 = 1 × 10−2 and µE = 1 × 10−5 2. L2 regularisation, with multiple

2. The learning rate schedule for epochs 0 < ε < E was µε = (µ0)
1−pε(µE)

pε , where pε = ε
E

.
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Train, N = 6586 Test, N = 10000

Total error 0% 0%
1 attribute error 0% 0%
2 attributes error 0% 0%
3 attributes error 0% 0%
4 attributes error 0% 0%

Table 8: Classification of the CNN classifier (for visual features).

Run 1 Run 2 Run 3
Train Test Train Test Train Test

N = 6586 N = 10000 N = 6586 N = 10000 N = 6586 N = 10000

Total error 46.29% 41.20% 53.14% 47.94% 53.65% 49.39%
1 attribute error 37.45% 33.42% 51.28% 46.14% 53.52% 49.21%
2 attributes error 8.37% 7.22% 1.75% 1.79% 0.14% 0.18%
3 attributes error 0.47% 0.56% 0.0% 0.0% 0.0% 0.0%
4 attributes error 0% 0% 0.0% 0.0% 0.0% 0.0%

Table 9: Classification after CPCA+IOR training on CNN visual features in three seperate runs (for
experiment 3).

of 0.0005, was applied to the convolutional and fully connected layers; all the convolutional and
maxpool layers used “VALID” padding. The performance of the network in terms of attribute
classification is shown in Table 8.

4.3. Experiment 3: CPCA+IOR on CNN features

For this experiment we stripped the CNN of Layer 6 and the passed the output of Layer 5 through
a hard-limiting function to be used as the 1028-dimensional input x of visual features derived from
an image. The ith component of vector x was computed as follows

xi = fhardlim(y
[5]
i ) =

{
1 when y[5]i > 0.5,

0 otherwise,
(10)

where y[5]i is the ith output of Layer 5 of our CNN. The hardlim function converts real value output of
Layer 5 from range y[5]i ∈ (0, 1) to a binary value xi ∈ {0, 1}. This conversion makes the values in
the input vector somewhat similar in format to the synthetic features used in previous experiments3.
In essence, the output of each neuron in Layer 5 was interpreted as confidence that the neuron
should be “on” (and thus make xi = 1), or stay “off” otherwise (making xi = 0). After that, the
CPCA+IOR training proceeded exactly in the same manner as it did in Experiment 2, except we
increased the number of training epochs to 4000.

Table 9 shows the classification error from 3 runs using the same CNN features, but different ran-
dom initialisation of CPCA weights (drawn randomly from the Gaussian distributionN (0.5, 0.001)).

3. There is no massive change in the results when the hard-limiting is not used; in fact, leaving the output of Layer 5
unmodified slightly increases the CPCA+IOR classification error.
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(a) Run 1 (b) Run 2 (c) Run 3

Figure 12: Proportion of winners in different phases of IOR for three runs of CPCA+IOR on CNN
visual features (for experiment 3).

The percentage of images where at least 1 attribute was misclassified by the CPCA+IOR mecha-
nism is comparable, but quite high in all the runs. In each case most of the errors are due to single
attribute misclassification.

Figure 12 shows the percentage of winners by category of attributes in different phases of IOR
for all 3 runs. In each case, one category attribute is the sole winner of the first phase, but it’s a
different category in each case. This shows that there is nothing in the CNN features to make the
CPCA favour object type to win the first phase of IOR, as was the case in the Experiment 2. This is
not all that surprising, given that the CNN training that derived these features from images, did not
favour any attribute category over the others.

Since in one of the runs, the object type is consistently recognised in phase p = 1, we can use
the model from this particular run to examine the IOR output in detail. Figures 13-15 compare the
output of the model from Run 2 through different phases of IOR for usual and unusual represen-
tatives of different objects. It is obvious that the colour attributes are dominant regardless whether
they constitute typical or rare properties of the identified object.
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Figure 13: CPCA+IOR output for a yellow striped square with typical hollow property (left column)
and unusual solid property (right column) with winners shown in different stages of IOR; note that
object type neuron wins phase p = 1 and the unusual property does not wins phase p = 2 on the
right (for experiment 3).
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Figure 14: CPCA+IOR output for a yellow solid triangle with typical dotted property (left column)
and unusual striped property (right column) with winners shown in different stages of IOR; note
that object type neuron wins phase p = 1 and the unusual property does not win phase p = 2 on
the right; also note that the dotted property is misclassified (shown in red) in p = 4 on the left (for
experiment 3).
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Figure 15: CPCA+IOR output for a solid striped circle with typical red property (left column) and
unusual yellow property (right column) with winners shown in different stages of IOR; note that
object type neuron wins phase p = 1 and the unusual property wins phase p = 2 on the right, but
this might be due to the fact that the colour attribute is the winner of p = 2 in all the shown examples
(for experiment 3).
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(a) Synthetic features (experiment 2) (b) Real image features (experiment 3)

Figure 16: Magnitude of the optimal CPCA weight vectors w∗j for all outputs j with the blue
highlight showing the proportion of that magnitude taken up by w̃j , the component of the optimal
vector in the part of the space that only the output j is sensitive to.

5. Analysis

Let us examine and compare the synthetic features (from Experiment 2) with the real features (from
Experiment 3) focusing on the aspects of the representation that make the former, but not the latter,
suitable for the simple IOR proposed in Section 2.

The objective of this analysis is to investigate the nature of the feature space as given by x in the
training data with respect to CPCA learning. Hence, rather than using the experimentally obtained
CPCA weights, we derive theoretically optimal CPCA weights directly from the features. We define
the optimal CPCA weight connecting feature i to the output j as

w∗ji =
1

|Aj |
∑
n∈Aj

xni, (11)

whereAj is the set of training examples with attribute j, |Aj | is the number of examples in that set,
and xni ∈ {0, 1} is the value of the ith component of the nthinput. For a given output/attribute j,
the optimal CPCA feature vector is

w∗j =
[
w∗1j w∗2j . . . w∗Mj

]
, (12)

where M is the dimension of the input vector. The optimal CPCA weight vectors are what the
weight vectors during supervised CPCA training ought to converge to if IOR wasn’t present. By
comparing the resulting ideal vectors from Experiment 2 vs. Experiment 3, we can gain a degree of
insight into the way the information (that CPCA is sensitive to) is encoded in the feature space.

5.1. Dominance of the object type

In order to get a sense of the relative dominance of the features corresponding to the 17 attributes
(recall, there are 17 outputs for different attributes of the geotext dataset) we extracted from each
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optimal CPCA weight vector the part that does not project onto the other 16 optimal CPCA weight
vectors. Given an optimal CPCA weight vector for the jth output, w∗j , we factored out w̃∗j such that:

w∗j = w̃∗j +
∑
k 6=j

akw
∗
k,

where w̃∗jw
∗T
k = 0 for all k 6= j. In other words, we found the projection in the optimal CPCA

weight vector space that is sensitive solely to the information about particular attribute j. We then
plotted the magnitude of w∗j for all 17 attributes highlighting the proportion of this magnitude
coming from w̃∗j . These plots for optimal CPCA weight from Experiment 2 and Experiment 3 are
shown in Figure 16. This visualisation is meant to give a sense of how the information related solely
to a given attribute is conveyed in the feature space. For the case of synthetic features this is not
hard to ascertain by looking directly at the input vectors, as each feature in the vector corresponds to
a single attribute. However, with the real image features we don’t know which features correspond
to which attributes. Hence we have to resort to this analysis for both experiments:

• for Experiment 2 – to demonstrate that it measures well the artificially created dominance of
the object type features;

• for Experiment 3 – to use it to confirm the absence of the dominance of the object type features
in real image features.

One of the potential issues with the real image features used in Experiment 3 is that the in-
formation about object type is not dominant over the information about other attributes. In the
experiments with the synthetic features we could force this dominance by extending the feature
vector, but in Experiment 3 the nature of the feature space is determined by the CNN training.

As Figure 16a shows, the object type features (which were artificially tripled) are clearly dom-
inant in Experiment 2. This is why the object type attribute always wins the first phase of IOR.
Figure 16b clearly shows that in Experiment 3 object type features are not dominant. Hence the rea-
son why any attribute has the potential to win the first phase of CPCA+IOR – which one probably
depends on the random choice of the initial weights values of the CPCA4. It could be argued that
the supervised training of the CNN could be altered to force the dominance of the object type in the
feature space. Perhaps some form of successful unsupervised training would naturally bring this
dominance out. At this point however, we merely note that such dominance is not given by default
in the internal representation of a CNN.

5.2. Localist vs distributed representation

The second part of our analysis compares the synthetic features against the real features in terms
of how much a given optimal CPCA weight w∗ij in each of those representations contributes to the
value of its average output y∗j , where:

y∗j =
1

N
w∗jx

T
n , (13)

4. It is worth nothing that the dominance of the synthetic features of the properties in 16a is perfectly correlated with the
number of attributes in a given category: most dominant are colours, of which there were 7 types, then textures, of
which there were 3 types, and then solidity, of which there were 2 types. It is not clear at this point whether a proper
IOR mechanism with saliency of the unusual should or should not be sensitive to this dominance by cardinality of
the types in a given category of attributes.
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(a) Synthetic features (experiment 2) (b) Real image features (experiment 3)

Figure 17: Histogram of the contribution of the optimal CPCA weight values to the average output;
horizontal axis shows how many percent of the output was contributed from an individual weight
(not the difference in the upper range of between the two plots – 60% on the left and 0.8% on the
right); vertical axis show the percentage of weights.

and xn is the feature vector of the nth training example. Since the features in the input can be
only either 0 or 1, the weight vector imparts information how much a given feature (when set to 1)
contributes to the output. Figure 17 shows the contribution (in terms of percentage of the output
value) of the optimal CPCA weights between the synthetic and real features. Whereas a given
optimal weight (and thus the synthetic feature it is connected to) contributes between 0 and 60% of
the average output, a given real feature contributes less than 1% to the final output. What it means is
that the information about a particular attribute is localised to relatively few features in the synthetic
representation, and is more distributed in the real features representation. Given the M = 1028
length of the feature vector in Experiment 3, it is not all that surprising that this representation is
more distributed than it was with M = 27 Experiment 2. Based on the success in Experiment 2 and
the failure in Experiment 3 of the CPCA+IOR training we hypothesise that localist representation
is vital for the simple version of the IOR tested here.

6. Conclusion

The aim of this study was to investigate viability of a simple IOR mechanism on real image data for
the purpose of generating sequences of activity in linear model output that starts with identification
of the object followed by salience of its most unusual features. We presented a simple IOR mech-
anism that, coupled with CPCA training, works exactly as desired on synthetic, localist features.
However were unable to get a similar performance with features derived from real images. The
main reason for this is that:

• the object type features are not dominant in the CNN representation that provided the visual
features,

24



IOR IN CONVOLUTIONAL NEURAL NETWORKS

• the distributed nature of the CNN features (conveying information about object attributes
through combination s of neurons’ activity, as opposed to activity of individual neurons) is
not conducive to the proposed simple IOR.

While it should be possible to modify the CNN training, by placing additional constraints, to
enforce the dominance of object type features and the sparsity of the activity of the neurons in its
penultimate layer, the point of this study was to investigate whether traditional computer vision
techniques produce visual features that are inherently susceptible to a simple IOR operation. The
conclusion is that, unless specific provisions are made in the engineering of those features, they are
not. It should be noted however, that the nature of the way supervised optimisation trains CNNs,
and the way CNNs process information, is almost certainly very different to how an unsupervised
training would develop those features. Our final hypothesis is that, in order for a simple IOR to
work, this unsupervised learning would need to produce some type of localist representation of the
information about object types and their properties.
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